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•  Need for reconfigurable computing 
•  Current devices 
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•  FPGA Optimizations: Word-length optimization 
 

•  Dimensionality Reduction Framework targeting FPGAs 
 



Reconfigurable computing 

Spectrum of computational devices 

ASIC General purpose  
processors 

•  Low power/
computation 

•  Small area/
computation 

•  High Performance 
 

•  Long development 
process 

•  Not flexible 

•  High power/
computation 

•  High area/computation 
 

•  Short development 
process 

•  Flexible 

FPGAs GPUs DSPs 

Benefits come by customizing  
your hardware to the application 



Field Programmable Gate Array - FPGA 

•  Xilinx – first to introduce SRAM 
based FPGA using Lookup 
Tables (LUTs) 
 

•  Xilinx 4000 series contains four 
main building blocks: 
•  Configurable Logic Block (CLB) 
•  Switch Matrix 
•  VersaRing 
•  Input/Output Block 



Structure of FPGAs - CLB 
•  Each Configurable Logic Block (CLB) has 2 main Look-up Tables (LUTs) and 2 

registers. 
•  The two LUTs implement two independent logic functions F and G. 



Structure of FPGAs - Programmable Interconnect 
Switch-box provides programmable interconnect 

•  Local interconnects are fast and short 
•  Horizontal and vertical interconnects are of various lengths 



FPGA’s journey: from Glue Logic to SoC 
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Glue Logic 

Control Logic 

Data Path 

Heart of the 
System 

16K LEs 
50 MHz 

40K LEs 
100 MHz 

80K LEs 
200 MHz 

330K LEs 
300 MHz 

Source
: 

FPGAs are now being used everywhere! 



Modern FPGA devices – More heterogeneous 

Virtex-7 

M20K 

DSP Blocks 

ALMs 

Stratix V 

PCI express 



Programming tools 

•  VHDL 
•  Low level programming language 
•  Best performance 

 
•  Domain specific languages 

•  System Generator for DSP (Xilinx) 
•  DSP builder (Altera) 
•  Simulink (Mathworks) 

 
•  High-level languages 

•  C to RTL (Handel-C, CatapultC, …) 
•  Matlab to RTL 

 
•  Specific tools to speed-up development 

•  FloPoCo 

Low level  
Hard to program 
High performance 

High level 
Easy to program 
Low performance 

Tool needs to 
 bridge the gap 



High level programming potential 

An example from a first year group project 
•  4 weeks learning FPGA + Handel-C 
•  4 weeks of work 



A system on an FPGA 

Mapping of an application to an FPGA 
•  Modern FPGAs allow SoC 
•  Performance improvement => 

Parallelism 

FFT IFFT 

SVD 

Processor 

Resources (area)          Parallelism 



Wordlength Optimization 

•  FPGAs operate on any number representation 
•  Floating point (Double precision) 
•  Floating point (Single precision) 
•  Custom floating point 
•  Fixed point number representation 

High Precision 
Large area 

Low Precision 
Small area 

y(n) = h(i)* x(n− i)
i=0

N−1

∑

•  Example: 
•  Mapping of an FIR filter to an FPGA 
•  Input: pixels (8-bits) 



Architecture 1: Sharing resources 

The architecture utilizes 1 multiplier + 1 adder 
Maps very well in modern FPGAs  
(MAC units + embedded RAMs) 
 
 
 
 
 
 
 
Throughput: 1 result / N clocks  
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Architecture: Fully unrolled 

The architecture utilizes N multipliers + N-1 adders  
(direct-form) 
 
 
 
 
 
 
 
 
Throughput: 1 result / clock 
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Wordlength Optimization Problem 

Select the wordlengths of the various signals  
optimizing an objective function 
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Possibilities 
•  Uniform selection 

•  Similar to CPU/DSP 
 

•  Select wordlength for 
each signal 
•  Interval arithmetic 
•  Allow errors 

•  Monte Carlo 
•  Analytical methods 

(LTI) 



Example 

Dimensionality Reduction Framework  
targeting FPGAs 



Motivation 

Many applications require the representation of data using a set 
of fewer variables allowing a certain error in the 
approximation 

 
Dimensionality Reduction or Feature Extraction problem 
 
Examples: 

•  Face detection/recognition 
•  Image compression 
•  … 

 Map a dimensionality reduction system in a modern FPGA 
in an efficient way (resource usage) 



Principal Component Analysis 
Face recognition example 

Original space 
(2000 dimensions) 

* Using the PCA algorithm 

Reduced space * 
(40 dimensions) 

Reduced space * 
(3 dimensions) 



Background - Linear Projection 

Linear projection  
 
 
 
 
 
 
When projection vectors are orthogonal: 

ε+Λ= fx

xf 'Λ=

Original data 

Projection basis 
Factor Loadings matrix 

Factors (Reduced space) 

Error 



Hardware implementation – Fully unrolled 

Mapping:  
24 ZZ →



Related work 
Current methodology 

•  Estimate the new space using PCA (in floating point) 
•  Quantize the coefficients to fixed point for hardware implementation 

•  Drawback: Does not take into account the available 
hardware 

]49.052.0[=Λ
]50.050.0[=Λopt

•  Illustration: 



Proposed algorithm 

Main idea 
•  Couple the problem of new space basis calculation and hardware 

implementation optimization 
 
Bayesian Factor Analysis Model 

 
ε+Λ= fx



Bayesian Factor Analysis Model 

Probability distribution of data 
 
 
 
 
 
 
Factors 

Prior distr. 

Posterior distr. 



Bayesian Factor Analysis Model (cont’) 

Factor Loadings matrix  

 

Λ

(assume independence) 

)(),,|(    ),,|( ΛΨΛΨΛ pFXpFXp

Prior distr. 

Posterior distr. 

Insert any prior knowledge about the cost of the implementation 



Mapping implementation cost to prior distribution of 
basis 

Seek function that maps area cost to a probability 
distribution 
•  monotonically decreasing 
•  no negative 
•  sum to one 

Current work: 
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Mapping area to probability 
Target device: XC2V6000 
CORE Generator to calculate the area of a multiplier 
Flexible model to accommodate other devices 



Targeting the heterogeneity of modern FPGAs 
Aim: Efficient allocation of embedded multipliers 
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•  Indicator matrix 



Targeting the heterogeneity of modern FPGAs (2) 

Sampling 
•  Sample      through uniform distribution imposing 

 

•  Prior probability distribution has two forms depending on  pkz

Z Nzpk =∑
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Assumption of independence 

Factor Loading matrix 
Prior distr. 
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Performance Evaluation 

Mapping:  
23 ZR →

Estimated results Synthesized results 



Performance Evaluation (cont’) 

R4 → Z 2 6,6 <→ cZR c

50% 
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Fig. 11. Required area for mapping data from space to space versus the
MSE of the data approximation.

Fig. 12. Required area for mapping data from space to space versus the
MSE of the data approximation. The graph presents placed and routed designs
using the Xilinx tools.

reference algorithm. Fig. 12 shows the same results, but now,
the acquired designs have been placed and routed, targeting a
Xilinx Virtex-II device using the Xilinx tools. The figure shows
that the achieved gain in the area remains almost the same with
the predicted gain using the high-level area models. Comparing
these results with Fig. 11, there is a small shift of the plots, but
the general shape of the plots remains the same.

Fig. 13 shows the achieved clock frequency of the aforemen-
tioned designs as it has been reported by the Xilinx tools. The
figure shows that the proposed framework produces designs that
not only require less resources than the designs produced by the
current methodology achieving the same MSE approximation
of the original data but also can be clocked with a higher fre-
quency. This is mainly attributed to the fact that the produced
designs employ less complex constant coefficient multipliers,
coefficients with a fewer number of nonzero bits than the refer-
ence algorithm, allowing the designs to be clocked with a higher
frequency clock than the corresponding designs produced using
the reference algorithm for the same MSE. It should be noted
that no embedded multipliers or memory blocks were used.

Fig. 14 shows the performance of the proposed framework
in the case of mapping data from the space to sub-
space where two embedded multipliers and two memory blocks

Fig. 13. Achieved clock frequency of designs mapping data from space to
space versus the MSE of the data approximation. The results are acquired

using placed and routed designs using the Xilinx tools.

Fig. 14. Required area for mapping data from space to space versus the
MSE of the data approximation. Two embedded multipliers and two memory
blocks are available for allocation.

are available for allocation. The framework explores the design
space and estimates a projection basis that takes advantage of
the availability of the embedded blocks and the arithmetic pre-
cision that each one offers. In this case, a precision of 10 bits
(coefficient wordlength) is assumed for both embedded blocks.
In the reference algorithm, the embedded blocks are allocated
to the coefficients that introduce the largest error in the approx-
imation when they are quantized to a specific number of bits.
The figure demonstrates that the proposed framework outper-
forms the existing methodology across the whole range of tar-
geted MSE approximation.

The proposed framework has also been evaluated using data
from a real application. Fig. 15 shows the results obtained
by the proposed framework and the reference algorithm for
a face-recognition application. In this experiment, the YALE
Face Database B is used [24]. The original space is
and is mapped to a space. In all the cases, the proposed
framework outperforms the reference algorithm, achieving
designs that require less area and, at the same time, have the
same MSE error in the data approximation. Fig. 16 shows the
percentage gain in slices for various target values of the error in
the original data approximation. The figure shows that the gain

Authorized licensed use limited to: Imperial College London. Downloaded on November 13, 2009 at 03:05 from IEEE Xplore.  Restrictions apply. 

2 DSPs and 2 BlockRAMs available Unconstrained reduced space 



Performance Evaluation - Faces 
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Fig. 15. Required area for a face-recognition application versus the MSE of
the data approximation. The algorithm maps the data from space to
space.

Fig. 16. Percentage gain in the area (in slices) for various values of the target
MSE of the data approximation versus the required area for a face-recognition
application.

in slices can reach up to 48% for a given range of the acceptable
approximation error. The area comparison has been performed
considering designs from both methodologies that achieve the
same MSE at the output of the system.

Moreover, Fig. 17 shows the approximation of a set of im-
ages from the face database when 30 dimensions are used to
represent the original data. The first column depicts the original
images. The second column corresponds to the reconstruction
of the same data using a design derived by the reference algo-
rithm, whereas the third column corresponds to data reconstruc-
tion using a design derived by the proposed framework. The
image quality is almost the same between the second and the
third column; however, the proposed framework produces a de-
sign that requires 70% of the area of the design that is derived
using the reference algorithm. Fig. 18 shows the approximation
of a set of images when similar size designs from the reference
algorithm and the proposed algorithm are employed. It is clear
that the design that is derived using the proposed algorithm pro-
duces a considerably better approximation of the data than the
design produced by the reference algorithm.

Fig. 17. First column corresponds to the original images. The second column
corresponds to the reconstruction of the same data using a design derived by
the reference algorithm (KLT and fixed point), whereas the third column corre-
sponds to data reconstruction using a design derived by the proposed framework.
The proposed framework produces a design that requires 70% of the area of the
design that is derived using the reference algorithm, achieving, at the same time,
a similar level of approximation of the data.

Fig. 18. Approximation of the original data when a similar size in area designs
are employed by (second column) the reference algorithm (KLT and fixed point)
and (third column) the proposed algorithm. The results demonstrate the superior
data approximation achieved by the proposed algorithm compared with that of
the reference algorithm, where the used designs have similar sizes.

Fig. 19 shows the achieved MSE in the approximation of each
person in the database for the reference algorithm (KLT using
fixed point) and the proposed framework. The proposed frame-
work achieves similar quality results using only 70% of the area
of the reference design. Fig. 20 shows the achieved MSE in the
approximation of each person in the database for the case where
designs from the reference algorithm and the proposed frame-
work with similar area requirements are used. It is clear from
the figure that the proposed framework produces designs that
achieve better quality results than the designs produced by the
reference algorithm, having, at the same time, the same area re-
quirements.

The proposed framework has been also evaluated for an
object detection application using the CODID–CVAP Object
Detection Image Database [25]. In this experiment, seven
images of a ball are used for capturing its appearance under
different illumination conditions. The original space is
and is mapped to a space. Fig. 21 shows two of the original
images (first column) and the results obtained by the reference
algorithm (second column) and the proposed framework (third
column) after projecting the images back to the original space.
The selected designs for comparison achieve very similar
average MSEs: 67 for the reference algorithm and 76 for the
proposed framework. However, the proposed algorithm pro-
vides a design that requires 81% of the area of the design that
is derived using the reference algorithm.
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Fig. 16. Percentage gain in the area (in slices) for various values of the target
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in slices can reach up to 48% for a given range of the acceptable
approximation error. The area comparison has been performed
considering designs from both methodologies that achieve the
same MSE at the output of the system.

Moreover, Fig. 17 shows the approximation of a set of im-
ages from the face database when 30 dimensions are used to
represent the original data. The first column depicts the original
images. The second column corresponds to the reconstruction
of the same data using a design derived by the reference algo-
rithm, whereas the third column corresponds to data reconstruc-
tion using a design derived by the proposed framework. The
image quality is almost the same between the second and the
third column; however, the proposed framework produces a de-
sign that requires 70% of the area of the design that is derived
using the reference algorithm. Fig. 18 shows the approximation
of a set of images when similar size designs from the reference
algorithm and the proposed algorithm are employed. It is clear
that the design that is derived using the proposed algorithm pro-
duces a considerably better approximation of the data than the
design produced by the reference algorithm.
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a similar level of approximation of the data.

Fig. 18. Approximation of the original data when a similar size in area designs
are employed by (second column) the reference algorithm (KLT and fixed point)
and (third column) the proposed algorithm. The results demonstrate the superior
data approximation achieved by the proposed algorithm compared with that of
the reference algorithm, where the used designs have similar sizes.

Fig. 19 shows the achieved MSE in the approximation of each
person in the database for the reference algorithm (KLT using
fixed point) and the proposed framework. The proposed frame-
work achieves similar quality results using only 70% of the area
of the reference design. Fig. 20 shows the achieved MSE in the
approximation of each person in the database for the case where
designs from the reference algorithm and the proposed frame-
work with similar area requirements are used. It is clear from
the figure that the proposed framework produces designs that
achieve better quality results than the designs produced by the
reference algorithm, having, at the same time, the same area re-
quirements.

The proposed framework has been also evaluated for an
object detection application using the CODID–CVAP Object
Detection Image Database [25]. In this experiment, seven
images of a ball are used for capturing its appearance under
different illumination conditions. The original space is
and is mapped to a space. Fig. 21 shows two of the original
images (first column) and the results obtained by the reference
algorithm (second column) and the proposed framework (third
column) after projecting the images back to the original space.
The selected designs for comparison achieve very similar
average MSEs: 67 for the reference algorithm and 76 for the
proposed framework. However, the proposed algorithm pro-
vides a design that requires 81% of the area of the design that
is derived using the reference algorithm.
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in slices can reach up to 48% for a given range of the acceptable
approximation error. The area comparison has been performed
considering designs from both methodologies that achieve the
same MSE at the output of the system.

Moreover, Fig. 17 shows the approximation of a set of im-
ages from the face database when 30 dimensions are used to
represent the original data. The first column depicts the original
images. The second column corresponds to the reconstruction
of the same data using a design derived by the reference algo-
rithm, whereas the third column corresponds to data reconstruc-
tion using a design derived by the proposed framework. The
image quality is almost the same between the second and the
third column; however, the proposed framework produces a de-
sign that requires 70% of the area of the design that is derived
using the reference algorithm. Fig. 18 shows the approximation
of a set of images when similar size designs from the reference
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Fig. 18. Approximation of the original data when a similar size in area designs
are employed by (second column) the reference algorithm (KLT and fixed point)
and (third column) the proposed algorithm. The results demonstrate the superior
data approximation achieved by the proposed algorithm compared with that of
the reference algorithm, where the used designs have similar sizes.

Fig. 19 shows the achieved MSE in the approximation of each
person in the database for the reference algorithm (KLT using
fixed point) and the proposed framework. The proposed frame-
work achieves similar quality results using only 70% of the area
of the reference design. Fig. 20 shows the achieved MSE in the
approximation of each person in the database for the case where
designs from the reference algorithm and the proposed frame-
work with similar area requirements are used. It is clear from
the figure that the proposed framework produces designs that
achieve better quality results than the designs produced by the
reference algorithm, having, at the same time, the same area re-
quirements.

The proposed framework has been also evaluated for an
object detection application using the CODID–CVAP Object
Detection Image Database [25]. In this experiment, seven
images of a ball are used for capturing its appearance under
different illumination conditions. The original space is
and is mapped to a space. Fig. 21 shows two of the original
images (first column) and the results obtained by the reference
algorithm (second column) and the proposed framework (third
column) after projecting the images back to the original space.
The selected designs for comparison achieve very similar
average MSEs: 67 for the reference algorithm and 76 for the
proposed framework. However, the proposed algorithm pro-
vides a design that requires 81% of the area of the design that
is derived using the reference algorithm.
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and (third column) the proposed algorithm. The results demonstrate the superior
data approximation achieved by the proposed algorithm compared with that of
the reference algorithm, where the used designs have similar sizes.

Fig. 19 shows the achieved MSE in the approximation of each
person in the database for the reference algorithm (KLT using
fixed point) and the proposed framework. The proposed frame-
work achieves similar quality results using only 70% of the area
of the reference design. Fig. 20 shows the achieved MSE in the
approximation of each person in the database for the case where
designs from the reference algorithm and the proposed frame-
work with similar area requirements are used. It is clear from
the figure that the proposed framework produces designs that
achieve better quality results than the designs produced by the
reference algorithm, having, at the same time, the same area re-
quirements.

The proposed framework has been also evaluated for an
object detection application using the CODID–CVAP Object
Detection Image Database [25]. In this experiment, seven
images of a ball are used for capturing its appearance under
different illumination conditions. The original space is
and is mapped to a space. Fig. 21 shows two of the original
images (first column) and the results obtained by the reference
algorithm (second column) and the proposed framework (third
column) after projecting the images back to the original space.
The selected designs for comparison achieve very similar
average MSEs: 67 for the reference algorithm and 76 for the
proposed framework. However, the proposed algorithm pro-
vides a design that requires 81% of the area of the design that
is derived using the reference algorithm.
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Other works in my group 

•  Ego-motion estimation for UAV navigation 
 

•  Real-Time Super-resolution Sensor 
 

•  Object detection / recognition (training/classification) 
 

•  Design reliable systems with unreliable hardware 
 

•  Acceleration of SVM training/classification stages 
 

•  Acceleration of Monte Carlo Markov Chain 
•  Parallel Tempering for Bayesian Inference 
•  Adaptive datapaths for financial instrument calculation 



Summary 
 

•  FPGAs offer a good computational platform 
•  Power reduction 
•  Exploit any parallelism in the algorithm 
•  ASIC becomes more and more expensive => FPGA alternative platform 

 
•  FPGAs are suitable for image processing 

•  Custom number representation 
•  Accommodate error => leads to interesting trade-offs 

 
•  Current FPGA trends 

•  Large devices: (various hard blocks => more coarse grain) 
•  Small devices: Low power 

 
•  Work on high level tools (languages, libraries, …) 

•  Bridge the gap between productivity and available resources 
 



Future 

Is FPGA the future? 
 

Probably not.  
 

Heterogeneous Systems + Tools + Libraries 

The future will be interesting 


